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Paving the New Data Center Autobahn

Massive New IBM Intel Servers use 10GbE NICs by Emulex to Leverage Bigger Pipes

By Steven Hill and Tim Dales

The 10Gb NIC Market

IT Brand Pulse estimates the market for 10 Gigabit Ethernet (10GbE) NICs was slightly over $100 mil-
lion in 2009 and will grow to $800 million by 2013. There are a number of key market factors driving 8x
growth in only 4 years:

1 Abundance of processing power & A new generation of servers is now available to data center
managers and gives them a wide range of powerful, yet cost effective six- and eight-core proces-
sors inside of dual- and four-socket servers.

1 Loaded with virtual machines -Virtual machine sprawl is how common as data center managers
load their new servers with virtual machines and applications.

1 The bottleneck has moved & With powerful new servers heavily loaded with virtual machines, the
ibottleneckod is moving from processors to | O.
vided by multi-core CPUs, enterprises and data centers now require native 10GbE network con-
nections.

To round-out our analysis of the key market factors driving 10GbE market growth, IT Brand Pulse con-
ducted an end-user surveyt o t ak e t h e -uSepadog thedmigoafion #Eomd Gb to 10Gb
NICs.

When users were asked to rate the primary issue they have with Gigabit Ethernet (GbE) NICs today,
over 50% said it was performance. We believe this data validates the shift of the bottleneck from CPU
to 10.

Chart#1 6 IT Brand Pulse 10GbE NIC Survey
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We then asked: Whatodos the application in your d:
net? Not surprisingly, virtualization was the leader with close to 50% of the respondents indicating that
server virtualization is driving the need for larger 10 pipes.

Chart #2 IT Brand Pulse 1 10GbE NIC Survey
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Lastly, we wanted to know what IT professionals were thinking about when considering 10GbE adop-
tion and migration, and asked them to comment on what best describes the status of migration from
GbE to 10GbE, in their environment. Close to 45% of the respondents are in the investigation stage,
which points to an increase adoption rate over the years to come.

Chart #3 IT Brand Pulse i 10GbE NIC Survey
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IT Brand Pulse sees the industry heading into a major server refresh including powerful servers load-
ed with virtual machines resulting in an enormous 1O bottleneck. End user surveys indicate that a
large percentage of data center managers recognize the need for faster networks and are investigat-
ing 10GbE technology. The remainder of this report provides an in-depth analysis of 10GbE network-
ing solutions from Emulex and IBM to address this emerging need.
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The Challenge

Multi-processor x86/64-based servers are the key building blocks in many data centers today, but bot-
tlenecks created by conventional system design and connectivity limitations imposed by GbE are
starting to become limiting factors when allocating these systems for truly high-performance applica-
tions. With very few exceptions, the amazing processor speed and growing core counts afforded by
both Intel and AMD have not really been matched by the memory density and 10 performance neces-
sary to take full advantage of multi-cored systems in a production environment.

With as many as 8-cores per socket,
itdéds possible many
ers may still be underutilized - even
though they have more than enough
processing horsepower i because of
memory and IO bottlenecks. Today, a
typical 2U, dual-socket server usually
offers 16 DIMM slots; which comes to

a total of 128GB, (or 16GB per physi-
cal core) using 8GB DIMMs. This may seem like a lot, until you start dividing that by the number of
VMs (Virtual Machines) a system like this should theoretically host given the processing power of indi-
vidual cores.

A Deeper Dive T For the last couple of years there has been no
shortage of processing power for server virtualization, but there have
been challenges to provide enough memory for the numerous VMs
that all those cores can support. Even though most modern hypervi-
sors do a very good job of memory allocation, enough memory is
needed to support the VM operating systems, applications, plus
overhead for databases.

Moreover, and perhaps more importantly, that same 2U system would be limited by the typical GbE
network infrastructure. With 2-4 GbE LOM (LAN on Motherboard) ports and at most 4 PCle expansion
ports (2 of which may need to be filled with FC storage HBAS) the best you could hope for is the maxi-
mum of 12 GbE ports to provide 10 to all those processing cores and the tasks they serve. Though it

is possible that youbre not currently exceeding
far from efficient and means youdre forced to poa
well as deal with the incredible cabling night m:
ment purchased a huge new fire truck that required them to connect to all the garden hoses of every
nearby house to supply enough water

to do the job. A Deeper Dive 1 Historically, poor IO performance is one of the

top reasons why some virtualization projects fail and simply in-
creasing the size of the network pipe may not always be enough.

To address this challenge, the upcom- 10 processing has always been a weak point of the server virtual-

ing 5th generation Intel-based servers i zation strategy and thereds no poi
from IBM team the massive perfor- the mechanism for processing | O car
mance and expanded memory address-  19GhE vendors, Emulex has been working closely with virtualiza-
ing capabilities of the new 8-core Intel tion companies to improve VM |0 efficiency by offloading much of

Nehalem EX processors along with na- the processing to the NICs hardware, as well as streamlining the

tive 10GbE connectivity as provided by manner in which the VMs manager handles multiple requests for
Emul exds integrat e vituallOports.

Adapter (VFA). These new IBM System

x eX5 servers, available in 2u, 4u and

blade form factors, are designed to eliminate these generational bottlenecks by substantially increas-
ing internal memory capacity, as well as leveraging their new partnership with Emulex to provide the
external bandwidth appropriate to racked or blade systems sporting up to 32, (or 64 if you count hyper
-threading) processing cores.
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The Inside Details

The new eX5 servers offer a new set of capabilities previously unavailable on the x86/64 platform;
such as FlexNode Dynamic System Allocation that allows large, multi-socketed systems to be parti-
tioned into separately-taskable physical nodes and eXFlash technology that utilize ultra-high perfor-
mance SSD disk to accelerate large database performance. But what makes the eX5-series extremely
interesting is the focus on substantial increases in both memory and 10 capabilities.

From a memory standpoint, the Intel Xeon 7500 (Nehalem EX) with its embedded memory controller,
increases top memory speed by almost 8x over Xeon 5000-based platforms by supporting buffered
memory. This new capability in the Intel 6500 and 7500 family eliminated the bandwidth restrictions

placed on systems with substantial memory capacity and allowed IBM to increase the number of

DIMMs supported to 16 per CPU socket. Though this doubled the number of addressable DIMMs, it
still di d n Gdstatslimitatioas ot cngentioralssérver motherboard design. To overcome
this probl em, | BM devel oped AMAX50 memory expans:
expand system memory on their racked eX5 servers to an externalized 1-U memory subsystem --

separate from the server itself -- that allows available system memory to be expanded by up to 512GB

per server chassis.

This new ability to physically decouple memory location from CPU positioning is integrated in all three

form factors of the eX5-series, meaning that the maximum memory configuration (using 8GB DIMMS)

for a dual-socket HX5 blade with MAXS5 is 320GB. The numbers get much higher for their racked sys-
tems, with the 2U, dual-socket x3650 M5 offering a full terabyte (TB) of memory capacity and the 4U,
guad-socket x3850 M5 capable of 1.5TB of usable memory. Though these numbers may seem like
serious overkill, it hasnét taken |l ong for comp:
tives to learn that memory, and not processing power, is the new limiter.

This sounded almost too good to be true, but we were fortunate enough to get our hands on one of
the new System x3850 servers in one of the test labs at Emulex long enough to prove its existence
and to get a feel for what IBM has done to address the second part of the equation. Just how does
IBM intend to provide enough external connectivity to match the performance capabilities of a system
with 32 physical processing cores and a full terabyte of memory?

This is an overhead view of the 4U, IBM System x3850 X5 server. The blue modules in the upper left-hand corner are the
DI MM dr awers that allow the x38506s MAX5 technology to sup
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